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Plan for the talk

Three questions I’ll discuss:

1. Is Al consciousness possible in principle?
2. Is near-term Al consciousness a realistic prospect?

3. What kinds of Al systems might be conscious?



Defining ‘consciousness’

My topic:
- Phenomenal consciousness; subjective experience

- A being is conscious if there is something it is like to be it

Not:
- Intelligence
- Human-like experiences

- Human-like emotions or desires




Philosophical views on consciousness

What does it take for something to be conscious?
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Life and a nervous system? Senses and a body? A model of its place in the world?

Are there any conditions for consciousness that Al systems couldn’t meet, in principle?



Philosophical views on consciousness

Computational functionalism

* Implementing computations of a certain kind is
sufficient for consciousness

Biological views

* Consciousness requires some non-computational, b
biological feature, such as being made of living
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Philosophical views on consciousness

* If computational functionalism is true, Al consciousness is possible in principle

* If a biological view is true, it depends on the details...

N.B. You may have heard of materialism, dualism and panpsychism about consciousness
* These are answers to a different question, about the relationship between consciousness and

physical stuff
* Views on this are largely irrelevant to the issue of the possibility of Al consciousness



Can we build conscious Al?

Computational functionalism doesn’t tell us how difficult it is to build conscious Al...
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However:
* Many of the leading theories in the science of consciousness are compatible with CF
* These theories claim that specific computational structures are sufficient for consciousness

* These theories suggest that Al consciousness is possible with current techniques



Can we build conscious Al?

We derived indicators from a selection of theories
* Indicators are properties which one or more theories claim are necessary or sufficient

* Having each of the indicator properties makes a system more likely to be conscious

Evaluative
Systems

GWT-1: Multiple specialised systems capable of operating in parallel (modules) . - ’
GWT-2: Limited capacity workspace, entailing a bottleneck in information flow and
a selective attention mechanism

GWT-3: Global broadcast: availability of information in the workspace to all
modules

GWT-4: State-dependent attention, giving rise to the capacity to use the workspace
to query modules in succession to perform complex tasks
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Can we build conscious Al?

GWT-1: Multiple specialised systems capable of operating in parallel (modules)
GWT-2: Limited capacity workspace, entailing a bottleneck in information flow and
a selective attention mechanism

GWT-3: Global broadcast: availability of information in the workspace to all
modules

GWT-4: State-dependent attention, giving rise to the capacity to use the workspace
to query modules in succession to perform complex tasks

Dossa et al. (2024) ‘Global workspace agent’
* Designed to meet these indicators

* Main question is over GWT-4
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Can we build conscious Al?

Is this system conscious?
 GWT suggests it might be, but GWT is just one theory
* Task is very simple and narrow compared to what any animal can do

* Does not control a body to flexibly pursue goals

Agency and embodiment

AE-1: Agency: Learning from feedback and selecting outputs so as to pursue goals,
especially where this involves flexible responsiveness to competing goals

AE-2: Embodiment: Modeling output-input contingencies, including some
systematic effects, and using this model in perception or control



Will we build conscious Al?

Routes to conscious Al

 Intentional creation of consciousness for research

 Intentional creation of consciousness for commercial purposes

* Intentional emulation of human cognition, not specifically consciousness

* Through scaling, without aiming for consciousness or human-like architecture or training



Will we build conscious Al?

The Al
fcompanion

Demand for consciousness in social Al?

* Maybe really caring requires consciousness

e Given demand for Al romantic partners, will we see demand for Al
children?

* Al children would have to be vulnerable, and develop their own
personalities, to be at all like real children...
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Will we build conscious Al?

The Al
¢

Obvious objection:
e Users might only care about how social Al systems act
* Remains to be seen how market dynamics will evolve

 We don’t know how being conscious will interact with desirable
behaviour (or price)

Howareyou =
doing today?




Will we build conscious Al?

We might not build conscious Al soon due to (self-)regulation

 Companies may choose to avoid building conscious systems due to concerns about either:
* Al welfare
e Public attitudes towards Al consciousness
* | think they would be right to be concerned!

Taking AI Welfare Seriously
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Thanks very much!
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